
Minimizing Latency in Real-Time Strategy Games

Jim Greer – EA.com; jamesfgreer2@yahoo.com

Zachary Booth Simpson – Mine-Control; oink54321@yahoo.com

Multiplayer real-time strategy games have different networking requirements than twitchy action games. Rather than transmitting the millisecond-by-millisecond movements of the player, they must manage hundreds of semi-autonomous units. This allows their network protocol to be optimized in ways that action games can’t. We describe event-locking, a time synchronized method well suited to the coordination of real-time strategy games. The technique may also be applied to simulation games and other non-twitch games. 

Frame Locking vs. Event Locking

Early networked games, often written for local area network play, used a technique called frame locking. Under this method, the clients send out an update every frame; at a minimum, this includes all the user input that occurred during the frame. This update may be sent to all other clients (in a peer-to-peer arrangement), or to a central server that processes it and echoes the results to all clients. In practice, some such frame-locked games render more than one frame before sending an update, but the updates typically happen at some fixed interval. While this method is suitable for LAN play, it does not extend well to Internet play even under low to moderate latency (150-300ms). 

Consider a network architecture with a central server. As long as all clients are sending in their updates at the same pace, everything is fine. However, if one client’s update is not received due to network latency or other reasons, then the server and all other clients must freeze awaiting the arrival of the update. If they were to proceed without the waiting for the delayed client’s input, the game would immediately be out of synchronization – one player would see the results of his actions, but no one else would.

[image: image1.emf]Client A


Server


Figure 1: Freezing under Frame Locking
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Figure 1 shows an example of this arrangement as an event timeline. For the first update, at time 0, clients A and B send their updates to the server. The server receives both updates at nearly the same instant, and sends the results immediately. But for the second update, client B’s update takes longer in transit due to network latency. The server waits, and so does client A. 

This behavior makes pure frame locking suitable only for LAN games, but with modifications it can handle longer latencies. For example, Age of Empires [Bettner01] used a peer-to-peer architecture with adaptive communication turn lengths. Pauses would occur when communications weren’t received from one machine, but then the turn length would be increased to compensate. Instead of more pauses, players would experience slightly diminished responsiveness overall. Unfortunately the performance of the game was still limited by the worst network connection among the players.

Event Locking

What is needed is a method that, in contrast to frame-locking, avoids slowing down all clients to the speed of the slowest one. We propose a method called “event locking”. Under this method, each client sends requests for events, which are evaluated by the server and, if approved, broadcast to all clients simultaneously. 

For example, imagine a typical real-time strategy game in which one player decides that he wants to move a tank. The player issues the movement command on his client which performs preliminary legality checking. If legal, the client sends a RequestMoveTank packet to the server. The server then performs its own authoritative legality check, and upon determining that the movement is legal, sends a MoveTank packet to all clients, including the one that originally made the request. (For more discussion about selecting what actions to use as events, see [Dickinson01].)

Note that not all clients will receive the event packets at the same time. Therefore, events must be structured so that clients can begin execution at the appropriate time. For example, a movement event such as the MoveTank packet described above might contain a series of waypoints, each encoded with an arrival time. A client that receives the packet later can either warp the tank to the appropriate current position or, if the difference is small, simply animate its movement slightly faster. 

It may appear that this arrangement would introduce unacceptable delay for players. If it takes 300 milliseconds or more for their tank to start moving, won’t they be frustrated? The answer is to give the player immediate “request feedback”.  In the simplest case, this feedback might be a client-side animation or sound-effect.  Or, for movement requests, it may be safe to start “unofficial” movement on the client if server denial is unlikely. For example, in the MoveTank example, the tank driver can say “Yes, sir!” and start moving immediately, assuming that the server will confirm the movement the vast majority of the time. Figure 2 illustrates this example. 
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Figure 2. Tank Movement Example - Tank Moves In Boxed Areas (Grey is unofficial movement).

All players see tank arrive at same time.


There will be cases when the server rejects a client’s request or sends a path different than the one the client generated.  For example, perhaps just prior to Client A issuing a RequestMoveTank, Client B requested the construction of a building near the tank. Client A might create a path that rolls the tank to the north and begins the movement in anticipation of the server’s authorization.  However, because the server knows that a building now exists in the tank’s northerly path, it reroutes it to the west.  When Client A receives the correct path, it must warp the tank from the unofficial path to the correct one, and this may be extremely disconcerting to the player.  However, unless latency is very high, significant warping will be rare; furthermore, for many games, uncommon but dramatic warping is preferable to the alternative: common but less dramatic freezing. Furthermore, the warping will only be experienced by the player with the poor connection. 

The fact that some units may be in unofficial positions on a given client means that all important decisions must be handled by the server. In games that don’t have a single final authority, out-of-sync bugs can be a big problem [Bettner01]. In many real-time strategy games, one of the client machines is also the server. Typically, unit creation, destruction, pathfinding, and targeting decisions are server-controlled and broadcast. But movement and attacks are animated independently on each client, generating no network traffic.  

The following code illustrates how pathfinding packets might be exchanged between the client and server.

void MoveableUnit::moveRequest( Coord destination ) {

    // GENERATE a temporary path and

    // begin traversing it.  This will 

    // probably be the same as the path the

    // server finds but not guaranteed:

    setActivePath(generatePath(destination));

    // SEND a RequestMovement the server,

    // even if this client also happens 

    // to be the server:

    sendRequestMovement( destination );

}

void handleRequestMovement(

    MoveableUnit &unit,

    Coordinate destination

) {

    // This is the handler for the destination

    // request packet. Note that all clients send

    // requests, even the client who also happens

    // to be the server

    // This can only run on the client who

    // is also the server

    assert( thisClientIsAlsoTheServer );

     // ENCODE which unit is to move and compress

     // the path into a compact form:

    Path path = unit.generatePath( destination );

    MovementPacket p = makeMovementPacket(unit, path);

    // SEND the packet to every client

    // including the original sender

    // even if that sender is also the sever:

    broadcast( p );

}

void handleMovement(MoveableUnit &unit, Path &path) {

    // This function is called in response to

    // a MovementPacket.

    // Note, setting the path may induce warping if the new

    // path is not the same as the temporary path on 

    // the requesting client

    unit.setPath( path );

}

Transport Layer for Event Locking – TCP

Assumed in the implementation of event-locking is a reliable delivery protocol such as TCP [Postel80-2].  In other game protocols, for example those that might be used in a flight simulator where units generate traffic as they move, dropped packets are non-catastrophic because newer data will soon arrive to correct the loss.  However, in event-locking implementations, the server sends each critical event only once, and therefore the transport layer must insure delivery.  We have used and were pleased with TCP for this.  Some game developers have written their own reliable protocols on top of UDP [Postel80-1] under the theory that they can reduce latency by “improving” upon the TCP algorithms.  We strongly advise against this approach.  Not only is the complexity of the task often underestimated, but so also are the ramifications.  Smooth operation of the Internet depends upon the well-defined and well-tested flow-control mechanisms of TCP.  Attempting to override this flow-control with a custom algorithm can induce catastrophic router feedback and possibly even temporary denial of service (in the case that the game developer deploys their own centralized servers, this denial-of-service would be most likely to occur on their own routers).  One final point against UDP is that it is often firewalled on corporate networks because it is more difficult to secure.  This implies that game developers will need to consider a TCP connection as a protocol-of-last-resort even in the case that they implement a custom UDP based system.

Time Synchronization

Performance of event-locking is significantly improved by time synchronizing the clients.  For example, imagine that when a unit moves, the server broadcasts a message like: “Move unit X such that it will arrive at position P at time T in the future.”  Without clock synchronization, time T on one client may differ from another client’s by as much as the current packet latency (which might be much higher than the average latency).  In such a case, a player with lower latency will have an advantage because they will see the world closer to the way the server sees it and are thus are less likely to have requests denied.

Existing Clock Synchronization Protocols

Clock synchronization is a topic of major importance, and several well-developed protocols already exist. The most simplistic technique is incorporated in the Simple Network Time Protocol (SNTP) [Mills96]. In this protocol, the client machine to be synchronized sends a datagram (UDP) packet to the server, which then immediately replies to the receiver with the time as it is known to the server. Although simple, the SNTP algorithm is not useful when accuracy is critical and latency is variable because it does not attempt to measure or compensate for latency.

Unlike SNTP, the Network Time Protocol (NTP) [Mills92] does attempt to compensate for latency by sophisticated statistical methods. Unfortunately NTP is very complicated and, more importantly, slow to converge on the accurate time delta. This makes NTP less than ideal for network game play where players expect games to start immediately and are unwilling to allow for dedicated synchronization time.

Further complicating matters, NTP and SNTP both use UDP in place of TCP to avoid the anomalous latency measurements induced by hidden retransmits that TCP may generate.  As noted above, UDP is often firewalled by many Internet service providers, especially by corporate WANs, and is therefore undesirable.

A Simple Alternative: High Mode Elimination

An alternative to SNTP and NTP is required for games. Ideally, the protocol should be reasonably accurate (150ms or better), quick to converge, simple to implement, and able to run on stream-based protocols such as TCP.

We propose the following algorithm, which we call “Stream-based time synchronization with elimination of higher order modes”:

1. Client stamps current local time on a “time request” packet and sends to server. 

2. Upon receipt by server, server stamps its time and returns the packet.

3. Upon receipt by client, a time delta is calculated:
        delta = (currentTime - sentTime) / 2

(Note that so far this algorithm is very similar to SNTP) 


4. The first received result is immediately used to update the clock, since it will get the local clock into at least the right time-zone. 

5. The client repeats steps 1 through 3 five or more times, pausing a few seconds each time. Other traffic may be allowed in the interim, but should be minimized for best results. 

6. The time deltas of each packet are accumulated and sorted in lowest-latency to highest-latency order. The median is determined by picking the mid-point sample from this ordered list. 

7. All samples above approximately 1.5 times the median are discarded and the remaining samples are averaged using an arithmetic mean.

The only subtlety of this algorithm is the discarding of samples with a time delta more than 1.5 times the median. The purpose of this is to eliminate packets that were retransmitted by TCP. To visualize this, imagine that a sample of ten packets was sent over TCP and there happened to be no retransmission. In this case, the latency histogram will have a single mode (cluster) centered on the median latency. Now imagine that in another trial, a single packet of the ten is retransmitted. The retransmission will cause this one sample to fall far to the right on the latency histogram, typically more than twice as far away as the median of the primary mode. By simply cutting out all samples that fall far from the median, these stray modes are easily eliminated assuming that they do not comprise the bulk of the statistics, which is likely.

One very important consideration in time synchronization is that while the synchronization is running, time may go backwards!  It is extremely critical that any time-dependent checks used during time synchronization (for example, animations during the startup phase or startup timeouts) do not slave themselves to the clock being synchronized.  Failure to heed this warning may result in odd “lock-up” bugs which will not manifest themselves until playtesting with players spanning more than one time-zone and are therefore likely to be mysteriously un-reproducible within the developer’s workplace.

This basic algorithm was tested in NetStorm: Islands At War, a real-time Internet strategy game co-implemented by the authors at Titanic Entertainment in 1997. The results were satisfactory and usually resulted in synchronizations less than 100ms. Anecdotal evidence in large-scale trials suggested that bad synchronizations due to retransmission were infrequent, and when they did occur, were often symptomatic of an unusually bad Internet connections that would eventually cause more catastrophic errors (such as dropped connections), rendering the failure due to time-sync moot.

The following code sample demonstrates the statistical technique:

// GLOBAL variables holding time samples:

//----------------------------------------------------------

typedef double Time; // or appropriate type for platform

Time timeSamples[MAX_TIME_SAMPLES];

int numTimeSamples;  // Num valid samples in the timeSamples

// CODE that calculate the time correction:

//----------------------------------------------------------

assert( numTimeSamples > 2 );

// FIND the median:

sort( timeSamples, numTimeSamples );

Time median = timeSamples[ numTimeSamples/2 ];

// FIND mean of samples less than 1.5 times the median:

sum = (Time)0.0;

int count = 0;

for( int i=0; i<numTimeSamples; i++ ) {

    if( timeSamples[i] - median < (Time)1.5 * median ) {

        sum += timeSamples[i];

        count++;

    }

}

Time correctedDelta = sum / (Time)count;

Conclusion

We had great success using the event-locking method. Our first multiplayer RTS was NetStorm: Islands at War, developed by Titanic Entertainment and released by Activision in 1997. Despite having heavy action with hundreds of units animating at once over eight clients, it required only a 9600 baud modem on the server machine and even less on the clients. Next Generation magazine described the network play as “smooth as silk” even on terrible connections. We hope you’ll have similar results.
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